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Cloud centric composite applications promise to be more disruptive and more rewarding than either the 
move to client-server architectures in the early 1990’s, or web-services in the late 1990’s. A successful 
Private Cloud / Platform as a Service (PaaS) solution will provide the robust and agile foundations for 
an organization’s next generation of IT services.  
 
These Cloud / PaaS runtimes will be in use for many years to come. During their lifetime they must 
therefore be able to host a changing ecosystem of software services, frameworks and languages. 
Hence they must : 

·  be able to seamlessly, and incrementally, evolve in response to changing business demands  

·  at all cost, avoid locking an organization into any one specific development framework, 
programming language or middleware messaging product. 

 
The Paremus Service Fabric, a state-of-the-art runtime for the next generation of OSGi-based 
composite applications, is our response to these challenges.  
 
This white paper provides a high level overview of the structural concepts and components which 
together define the Paremus Service Fabric; the market leading OSGi-based Private Cloud platform.  
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Service Fabrics are the unification of recent technology trends including Cloud Computing, Grid 
Computing, Software Modularization and Dynamic Service Assembly. 
 
A Cloud Operating System1 for the enterprise, the Paremus Service Fabric is an adaptive, self-
maintaining, distributed OSGi2 based platform: Enabling business agility, while reducing unnecessary 
environmental complexity and isolating applications from the frailties of the physical environment within 
which they run. The Paremus Service Fabric enables sophisticated self-scaling composite applications 
to be simply created and deployed; enabling these applications to rapidly respond to increasing volatile 
business loads and adapt to ever changing business requirements. 
 
 
 

�
 
 

Figure 1: The Paremus Service Fabric; a Platform as a Service (PaaS) that enables 
organizations to harness the power of Private Cloud for their business systems. 

 

                                            
1 Initially released early 2006 as the Newton project, hosted at www.codecauldron.org   
2 See www.osgi.org  



 

&'�(�����	
��
����������� ���
�5� !�
���	
��
�"
	 ��
 �#��	���)���!
��������$ 
	 �
��
�

���������
�	
�	����
����������
��
���������
��	


� �
	��

���������	����
�	


	 
��  

%������

���"
	 ��
�#��	�����6�
 
A Service Fabric replaces ad hoc software and resource provisioning tools, high availability solutions, 
compute grids and application servers. The Paremus Service Fabric provides the ideal intelligent 
runtime for your existing business systems that require scale-out or resilience, and it simplifies the 
operational management of those systems at the same time. 
 
A Service Fabric can be used to address any number of immediate requirements including:  

·  A flexible Web Farm infrastructure. 

·  A cost effective and robust runtime for Spring, Spring DM3, Guice or Scala applications. 

·  A shared compute service, replacing multiple silo’s of expensive and inflexible compute Grids. 

·  A parallel, high throughput, low latency, asynchronous messaging platform. 

·  A replacement for increasingly costly JEE application servers.  

·  And of-course, the state-of-the-art distributed runtime for your new OSGi-based applications. 
 
The Paremus Service Fabric supports Spring, Guice, JEE and Scala, which means adopters avoid 
expensive framework, language and vendor lock-in, see Figure 2. In addition, by effectively abstracting 
the underlying resources, the Paremus Service Fabric provides a robust and elegant virtual machine 
management framework, see Figure 3. In this manner, the use of a Service Fabric can evolve from 
tactical deployments into the general purpose Private Service Cloud: the enabler for the next 
generation of adaptive business services and the foundations of a modular utility data center strategy. 

 
  
 

 
 

Figure 2: The Paremus Service Fabric offers a robust distributed runtime for your 
applications and an elegant management framework for your virtual machines. 

 

                                            
3 Spring DM is the Spring Dynamic Modules project. This makes it easy to build Spring applications 
that run in an OSGi framework 
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Figure 3: A typical migration path from a traditional tightly coupled ESB centric 
architecture with some use of Web and compute Grid off-load (shown as loosely coupled 
components), via tactical use of a Service Fabric for the loosely coupled components, to 

full composite business systems. 
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Before looking at the Service Fabric in detail, let’s consider the primary concepts and components that 
together make up the Paremus Service Fabric. 
 
An Atlas Agent  
 
Atlas agents are run locally on each compute resource wishing to participate in a Service Fabric.  An 
Atlas agent can be installed on a physical platform or a virtual machine image. Each agent enables its 
host to be dynamically discovered by the Service Fabric. Each agent is also responsible for 
downloading any required Service Fabric software; see Figure 4. 
 
A Nimble 4 Node 
 
Nimble is at the heart of the Service Fabric. By automating dependency resolution Nimble simplifies 
the process of configuring software components, managing their dependencies and provisioning them. 
Providing a full life cycle resolver, Nimble not just deploys and configures systems, but also removes 
and updates them. Nimble is extensible, and can support OSGi bundles, WAR files, POJOs and more.  
 
A Service Fabric consists of one or more Nimble nodes; see Figure 4. The required Nimble software is 
usually downloaded and installed by the Atlas agent. At each point-in-time a Nimble node can belong 
to one, and only one, Service Fabric.  
 

 
 

 
Figure 4: To participate in a Service Fabric each compute node runs a local Atlas agent.  
Service Fabric compute nodes can be grouped based on properties (e.g. red & blue). A 

Service Fabric can be formed from a number of groups, each Atlas agent downloads and 
instantiates a Nimble node. 

                                            
4 Nimble historically an acronym for Newton Internal Model BuiLdEr 
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A System  
 
Business applications that run on the Service Fabric are referred to as Systems. When a Service 
Fabric is presented with the description  of a System it will dynamically assemble the required number 
of constituent parts and inter-connect these in the required manner to create a runtime instance  of 
that System. System descriptions are based on the OASIS Service Component Architecture5 standard 
(SCA). 
 
 

 
 

Figure 5: Each runtime System is dynamically created from its associated SCA 
description. 

 
System Composites  
 
A System is described in terms of one or more System Composites. A System Composite consists of 
the required business or infrastructure artifacts6, configuration parameters and Service Fabric 
metadata that control the runtime behavior of the process instances derived from the System 
Composite. 
 

 
 

Figure 6: Anatomy of a System description.  

                                            
5 See www.oasis-opencsa.org/sca and www.osoa.org.  
6 Which may itself be composite; i.e. composed of OSGi bundles 
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Services & Bindings  
 
System Composites export Services via Service Bindings; a service binding determines how its 
associated Service should be advertised and subsequently accessed by a third party. Meanwhile, 
Reference Bindings express a System Composite’s dependencies on third party Services. These 
determine how the System Composite locates and then accesses a required third party Service. 
 
The visibility of a Service is managed via a visibility scope; see Figure 7. Visibility scopes that are 
currently supported include: 

·  Composite  - The exported Service is only visible to other interested parties in the same 
System Composite instance; hence the Service is only registered with the local OSGi registry. 

·  System  - The exported Service is visible to all other interested parties within the same System. 
Here the Service is registered with the distributed Service Fabric registry.  

·  Group  - The exported Service is visible to other Systems that are in the same runtime visibility 
group. Again the Service is registered with the distributed Service Fabric registry. 

·  Fabric  - The exported Service is visible to all other Systems on the same Service Fabric. 
Again the Service is registered with the distributed Service Fabric registry. 

·  Public  - The exported Service is visible to all on-fabric Systems and off-fabric interested 
parties. 

 
 

 
 

Figure 7: Service visibility options for Systems hosted by a Service Fabric. 
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A Process Group 
 
A Service Fabric instantiates one or more Process Instances from each System Composite referenced 
in the System description; i.e. a Process Group. The location and number of Process Instances within 
a Process Group is controlled by metadata attached to the parent System Composite; see Figure 8.  
 
Specifically: 

·  Resource Contracts  - control which type of Service Fabric resource can be used. 

·  Replication Handlers  - control the size of the instantiated Process Group. Replication 
handlers can be static, with simple operator modifiable scaling factors or absolute values; or 
dynamic, re-calculating the Process Group size over time in response to the service monitoring 
metrics. 

 
Different Process Groups can have an affinity, i.e. instances co-located within the same JVM, or an 
aversion, i.e. with instances from each Process Group avoiding each other by running in different 
JVM’s. 
 
 

 
 

 
Figure 8: System A’s corresponding runtime structure. 

 
 
The Service Fabric  
 
A Service Fabric is simply the aggregate of all of the participating Nimble nodes. A Service Fabric can 
host multiple concurrent and diverse Systems. The Service Fabric can horizontally scale each Process 
Group within each System in response to changing workloads. The Service Fabric will also re-deploy 
process instances should the hosting resource fail or become unavailable. As all the necessary Service 
Fabric infrastructure is hosted by this community, a Service Fabric is self-contained and has no 
dependencies on the external environment.  
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To participate as a member of a Service Fabric, a compute resource (physical or virtual) will usually7 
run a native Atlas agent8, which in turn dynamically installs and instantiates the required Nimble node. 
 
Atlas Installation 
 
Atlas agents can be installed onto the OS image from which the compute node is subsequently built, or 
deployed into the running environment using the usual system administration deployment tooling. On 
install, the Atlas agent can be assigned to a specific Resource Group9 
 
Members of the same resource group should be co-located on the same local area network. Members 
of the same resource group should not be distributed over a wide area network due to the cost of 
network communication (throughput, latency) and increased probability of network partitioning. 
 
Resource group members are under the same security and management jurisdiction. Members of a 
resource group share the same X509 certificates. Therefore, members of the same resource group 
should not be partitioned by firewall infrastructure, nor segmented in different security groups or zones 
via any other mechanism. 
 
Resources running Atlas agents are assimilated into a Service Fabric using the Atlas Manager. 
 
Creating a Service Fabric  
 
To create a Service Fabric, the bootstrap process is to first start a stand-alone Atlas Manager. The 
Atlas Manager searches for Atlas agents using a number of configurable discovery strategies10. Atlas 
agents of interest are those that are either: 

·  Inactive but have desired characteristics, and so could potentially be assimilated into the 
Service Fabric. 

·  Or already associated with the named Service Fabric; i.e. the Service Fabric is already 
running. 

 
To manage an Atlas agent, the Atlas Manager must have an appropriate X509 certificate. Available 
Atlas agents with the desired characteristics are instructed by the Atlas Manager to download the 
required Service Fabric software11 from a specified URI. A Resource Lease is set on each Atlas agent 
by the Atlas Manager, the Atlas agents remain members of the Service Fabric for the period of this 
lease. 

                                            
7 Atlas agents are native to the Operating System they run upon and, being a native service, are 
extremely lightweight in terms of CPU and memory utilization of their hosts.  
8 Nimble nodes can be deployed directly to compute nodes via traditional methods - i.e. as part of a 
server OS image, or via software deployment tools - so bypassing the Atlas agent stage. However 
such approaches render the Service Fabric static with respect to the population of contributing 
compute nodes. 
9 The term resource group is simply used to define a logical grouping of compute resources. Users can 
also define equivalent groups under the titles of ‘Owner’ or ‘Compute Tier’ or any other logical structure 
that makes sense to the organization. Whatever the terminology used, the constraints / best practices / 
regarding group membership remain the same.  
10 Discovery strategies include multicast forwarding and IP scan of specified sub-net ranges.  
11 If requested, the Atlas agent will also download a specified JVM. 
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Having downloaded the required software, each Atlas agent proceeds to instantiate the required 
Nimble node. Once the Service Fabric bootstrap process is complete, a Service Fabric consisting of 
one or more nodes has been created. Ongoing, via the Atlas Manager, the Service Fabric 
Administrator can change the resource ‘Target State’ for the Service Fabric; increasing or decreasing 
the number of active nodes, or changing the characteristics of nodes contributing to the Service Fabric. 
 
 
Service Fabric Shutdown and Restart 
 
A Service Fabric shutdown is also achieved via the Atlas Manager; the Atlas Manager simply stops all 
Nimble nodes and terminates the corresponding resource leases. To restart a Service Fabric, the 
Service Fabric administrator simply restarts the client side Atlas Manager and repeats the process for 
creating a Service Fabric. 
 

 
 
 

For further details on the Service Fabric Atlas Manager and Atlas agents see 
https://web1.paremus.com/cwiki  
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All of the necessary Service Fabric infrastructure is hosted by a subset of the participating Nimble 
nodes; see Figure 9. The Service Fabric is zero-configuration and self-managing; each infrastructure 
service is dynamically deployed and self-repairing. Should a Nimble node fail or migrate out of the 
Service Fabric, the affected infrastructure services are automatically relocated. 
 

 
 

Figure 9: A Service Fabrics’ Infrastructure Services. 

�
Content Distribution Service  
 
The Content Distribution Service (CDS) stores System descriptions, associated runtime policies and 
constraints, OSGi software bundles and other required artifacts. 
 
The Service Fabric CDS repository can store several thousand OSGi bundles and related artifacts12, 
each participating CDS node persists these to a local file store. These local footprints are typically ~10-
100 Mbytes range and are automatically removed after a period of inactivity: Removal is triggered 
when the associated persistence lease expires. 
 
By maintaining its own on-fabric artifact repository, the Service Fabric is de-coupled, and therefore 
isolated from, failure in the wider environment over which the Service Fabric has no control. 

                                            
12 Clearly this figure is dependent upon the size of the OSGi bundles loaded into the CDS. 

Further information concerning the design principles that underpin the Service Fabrics’ robust, adaptive, 
self-repairing behaviors can be found in the ‘Service Fabric Foundations - Emergent and Group 
Behaviors’ white paper. 
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The Service Fabric Registry  
 
Services exposed by System Composites are advertised in the Service Fabric registry. System 
Composites with dependencies on third party Services search for these in the Service Fabric registry. 
Any Service Fabric node can be promoted to function as a Service Fabric registry; the location of the 
registry being dynamically discovered by all other Service Fabric nodes. The use of an ‘on-fabric’ 
service registry de-couples the Service Fabric from potential failures within the wider environment. 
 
To be visible to off-fabric clients, a System Composite must export a Service as public13. The 
implementation of an off-fabric Public service registry is flexible and user customizable: 

·  By default, the Paremus Service Fabric supports the concept of ‘edge-service-discovery’. A 
client can query any participating Service Fabric node with a simple HTTP/REST query. The 
queried node responds with the on-fabric locations of any hosted public services. 

·  Alternatively, the Service Fabric can register each public service with a static off-fabric 
enterprise service registry14. To ensure correct recovery behaviors, registration must be 
dynamic; hence the enterprise service registry is required to allow the Service Fabric ongoing 
“write”, “update” and “delete” access to the registrations it makes. 

 
 
The System Provisioner  
 
The System Provisioner is a highly scalable asynchronous Service Fabric sub-system. 
 
The System Provisioner builds and maintains a runtime model for each running System using a 
combination of the Systems’ description  and horizontal scaling requirements for each System 
Composite as determined by the associated replication handlers. This runtime model is referred to as 
the System’s ‘Target State’. 
    
Each replication handler proceeds to issues corrective deltas to the System Provisioner; these deltas in 
response to any discrepancies observed between the sizes of the installed Process Group (i.e. the 
runtime state) relative to the size recommended by the replication handler. Such discrepancies can 
result from: 

·  A Process Group being larger or smaller than the size recommended by its corresponding 
replication handler. This typically occurs when: 

- The System has just started. 

- The System is flexing in size (increasing or decreasing) in response to environmental factors. 

- Or, resource being used by the System unexpectedly fails or leaves the Service Fabric. 
·  The original System description, and so the derived runtime model, is changed relative to the 

running System. This typically occurs if the System is upgraded by operations; e.g. for bug 
fixes or feature enhancements. 

 
To increase the size of a Process Group, the System Provisioner first filters the Service Fabric 
population based on any mandatory requirements specified by any resource contract associated with 
the System Composite. The System Provisioner then passes the System Composite, including the 
resource contract, to each selected Nimble node. Each Nimble node, if willing, responds to the System 

                                            
13 Service Visibility is discussed in detail in the Paremus ‘Service Fabrics - Systems and their Design’ 
white paper. 
14 This is an integration service offered to Paremus Service Fabric customers  
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Provisioner; the response including the current status of the node. From the responses received, the 
System Provisioner selects the optimal group of Nimble nodes to host the new process instances. 
 
To decrease the size of an existing Process Group the Provisioner instructs a selected subset of 
Process Group members to terminate their process instances.  
 
Component upgrade is simply a combination of ejecting all System Composites of a given version and 
deploying the replacements referenced in the modified system model. 
 
The provisioning sequence for a new System is shown in Figures 10, 11, 12 & 13. 
 
 
Provisioning Sequence for a New System 
 
 

 
 
 

Figure 10: Administrator activates a System � . The System Provisioner notices the newly 
activated System � in the CDS repository and constructs a corresponding runtime 

System model � . 
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Figure 11: Runtime system model finds no registered services or associated monitoring 
metrics so instructs System Provisioner to deploy the missing System Composites� . 

 
 

 

 
 

Figure 12: The System Provisioner first selects Nimble nodes with correct static 
properties; it then negotiates with this sub-population� . Successful negotiations conclude 

with participating Nimble nodes being sent a description of the required System 
Composite �  and assembling the corresponding Process � . 
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Figure 13: The runtime system model continues to monitor registered Services �  along 
with the corresponding runtime metrics 	  and continues to determine whether the 

System is at Target State. If not, corrective provisioning deltas (the difference between 
model and runtime) are issued to the System Provisioner and the cycle is repeated�

 
 
Management & Monitoring 
 
Monitoring is aligned to the relevant structural entities within the Service Fabric; namely Process 
Groups and resource utilization of Service Fabric nodes.  
 
One can monitor the total resource utilization of the Service Fabric, the distribution of System 
Composites deployed to the population of Nimble nodes, the Services that are registered with the 
Service Fabric registry and the level of deviation of each System from its prescribed ‘Target State’. 
 
Metrics of interest are configured via JMX; the aggregated results from each Process Group are then 
available to interested parties, including:  

·  Management services like the Service Fabric Manager. 

·  Third party business application monitors, chargeback and resource utilization utilities. 

·  Replication handlers which are responsible for controlling the size of Process Groups. 

·  Adaptive load balancing Services that balance traffic load across a Process Groups. 
  
These metrics can also be made available to the existing enterprise monitoring system(s) used by an 
organization. 
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Meanwhile, the Service Fabric Manager15 provides the ability to: 

·  Import new Systems and all related artifacts onto the Service Fabric 

·  Remove existing Systems from the Service Fabric.  

·  Start and Stop imported Systems 

·  Apply User and Administration access & management roles for each System 

·  Apply and enable simple configuration of resource contracts per System Composite validating 
these against the capabilities of the Service Fabric population. 

·  Manage System configuration. 

·  Provide Log, Exception & Audit reporting for runtime events within the context of impacted 
System’s and System Composites’. 

 
Service Fabric management and monitoring sub-systems are accessible via a CLI or a RCP Eclipse 
client16. 

                                            
15 Note that some of these capabilities are optional extras to the core Service Fabric Manager 
16 Also available via a GWT based browser User Interface late 2009. 
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Whether used stand-alone or as a member of a Service Fabric, a Nimble nodes’ capabilities are 
dynamically assembled in response to the requirements and dependencies of the System Composites 
it decides to host. No container bloat, no monolithic software stack. The following section provides a 
brief overview of a Nimble nodes life cycle, and the Service Fabric deployment process from the 
perspective of a Nimble node. 
 
Bootstrap 
 
When an Atlas agent joins a Service Fabric, it downloads and installs an OSGi container17, the Posh 
execution shell18, and the Nimble resolver. The Atlas agent instantiates the Posh execution shell which 
subsequently starts the OSGi environment and loads the Nimble resolver. Nimble then dynamically 
assembles all higher level container capabilities and features based on the information specified in a 
local Nimble node ‘profile’ and the ongoing requirements of any hosted System Composites. 
 
Advertising Capabilities & Negotiation 
 
All Nimble nodes advertise their local environmental characteristics to the Service Fabric. This base set 
of node characteristics can be expanded via the use of pluggable ‘feature providers’, which can 
advertise additional capabilities / characteristics19; see Figure 14. 
 
 

 
 

Figure 14: A Nimble node - advertising host capabilities and negotiating 

                                            
17 www.eclipse.org/equinox, http://felix.apache.org and www.knopflerfish.com are supported. 
18 Posh is the Paremus OSGi Shell implementation of the OSGi RFC132 specification. 
19 Such as ‘cost center’, the DNS domain of the Host Platform, or classification of the node with respect 
to defined ‘resource tiers’, or specialized capabilities of the host; e.g. market data feed / gateway. 
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The Nimble Resolver 
 
When a Nimble node agrees to act as a host, it receives a description of the required System 
Composite. This description specifies the name of the root artifact required to create the desired 
process instance. Nimble is then responsible for recursively analyzing and resolving the System 
Composites’ dependency graph, dynamically downloading all required artifacts, and then assembling 
the required process instance; see Figure 15 �  & � . 
. 

 
 

 
Figure 15: Dynamic assembly of a new process instance. 

 
 
Nimble not only achieves rapid dynamic assembly of the most complex OSGi based applications, but 
also understands a multitude of Implementation Types including: 

·  Spring & Spring DM 

·  Guice 2.0 (Peaberry), iPOJO and Declarative Services. 

·  WAR’s (Web Archives) 

·  JEE EAR’s - i.e. JBoss or Glassfish (Spring ‘10) 

·  ESB artifacts - i.e. Camel / Mule.  
 
Presented with an Implementation Type (e.g. a WAR artifact, or a Mule configuration), Nimble will 
dynamically install and configure all the required infrastructure services. 
 
No matter how complex a Composite System, only its root need be specified; Nimble takes care of the 
installation and subsequent management of all related application and infrastructure dependencies. 
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Life Cycle Management  
 
Once a process instance is running, the resultant Services are registered with the Service Fabric 
registry; see Figure 16 � . The Nimble node also publishes relevant monitoring metrics to the Service 
Fabrics’ monitoring sub-systems; Figure 16 � .�
 
The Nimble node provides ongoing life cycle management Figure 16 � , including property 
re-configuration20 and the management of any persistent resources created by the System Composite. 
Finally, the Nimble node manages System Composite shutdown and subsequent clean-up, including 
the removal of all installed artifacts and locally persisted stated when the associated leases have 
expired.�
 

 
 
 

Figure 16: A running Process on a Nimble node. 
 

 

                                            
20 In response to local environmental changes, the Service Fabric environment, or changes to the system model. 

Despite the marketing claims of some of our competitors, Paremus believes that Nimble defines the 
state-of-the-art for OSGi-based application servers.  
 
Further details on, and examples of using, Nimble can be found at https://web1.paremus.com/cwiki. An 
engineering white paper with more details of the Nimble resolver will be available in due course. 
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The Paremus Service Fabric proposition continues to evolve and will continue to define and re-define 
the state-of-the-art for Private Cloud / PaaS runtimes. While a number of the details within our 
roadmap remain confidential, we are happy to share the following: 

·  The Paremus Service Fabric will support VM deployment and management capabilities. 
Leveraging the robust, self-repairing and ‘Target State’ provisioning capabilities of the 
Paremus Service Fabric, we will directly address the near chronic operational risk issue that 
organizations now face as a result of an explosion in management complexity caused by 
in-adequate and operationally brittle VM management frameworks. 

·  The Paremus Service Fabric will also support the concept of geographically federated Service 
Fabrics and interaction with Public Clouds. 

 
To receive further information on either of these areas, please contact us to execute a Non Disclosure 
Agreement and/or sign up for our Newsletter (www.paremus.com/news/newsletter).  
 
 
 

 
 

 
Figure 17: The End Game? A completely virtualised organization. The Paremus Service 

Fabric is a key enabler for this vision. 
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We hope that this white paper has succeeded in conveying the salient aspects of the Paremus Service 
Fabric and the features and capabilities it offers. We hope to have impressed upon the reader how 
these challenges, and specifically the need for agility and robustness, have fundamentally influenced 
all aspects of the Paremus Service Fabric architectural design.  
 
We believe that these characteristics are critical to any organization that wishes to successfully 
implement their own Private Cloud & PaaS environment. 
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Paremus is a market leader in delivering a next generation runtime, the Paremus Service Fabric, for 
service oriented applications to run across a Cloud Computing environment.  
 
The first in a new era of standards-based, adaptive, dynamic, model driven application runtimes the 
Service Fabric provides significant cost savings, enhanced agility, enhanced service availability, 
improved resource utilization, and increased environmental and operational efficiency. 
 
Identified by Gartner as a Visionary in the Enterprise Application Server marketplace, the Paremus 
Service Fabric leads the way in offering a distributed runtime that leverages the OSGi™ and Service 
Component Architecture standards that are now being adopted by the Java Application Server 
industry. 
 
Offering a unique approach to application provisioning, management and removal, while 
simultaneously making it easy to add scalability and resilience, the Paremus Service Fabric allows 
architects and developers to concentrate on delivering business requirements and application 
functionality, and the business to benefit from automatic resource optimization that dramatically 
reduces operating costs. 
 
The Service Fabric can be used for a single application on a cluster of machines through to multiple 
applications across the entire data center, dynamically moving resources between applications and 
services according to real-time business demands, pre-defined SLA’s and Cloud Computing resource 
availability. 
 
Founded in 2001 by senior technologists from the investment banking industry Paremus is funded by 
private investors and continues to innovate to disrupt the status quo and high cost of platforms 
provided by the traditional Application Server vendors. 
 
 
Paremus Ltd. 
107-111 Fleet Street 
London 
EC4A 2AB 
UK 
 
T:  +1 646 202 2920 (USA) 
T:  +44 (0)20 7993 8321 (UK)  
E:  info@paremus.com  
W:   www.paremus.com 
 
 
 
 
 
 
 
 
 
 
 
Trademarks 
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Paremus, the Paremus Service Fabric, the Paremus Service Fabric logo, Paremus Service Fabric 
Community Edition, and the Paremus Service Fabric Community Edition logo are trademarks or 
registered trademarks of Paremus Ltd., in the United Kingdom and other countries. 
 
Other company, product or service names may be trademarks or service marks of others. 
 
THIS PUBLICATION IS PROVIDED “AS IS” WITHOUT WARRANTY OF ANY KIND, EITHER EXPRESS OR IMPLIED, 
INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY, FITNESS FOR A PARTICULAR 
PURPOSE, OR NON-INFRINGEMENT. 
 
THIS PUBLICATION COULD INCLUDE TECHNICAL INACCURACIES OR TYPOGRAPHICAL ERRORS. CHANGES ARE 
PERIODICALLY ADDED TO THE INFORMATION HEREIN: THESE CHANGES WILL BE INCORPORATED IN NEW EDITIONS 
OF THE PUBLICATION. PAREMUS LTD. MAY MAKE IMPROVEMENTS AND/OR CHANGES IN THE PRODUCT(S) AND/OR 
THE PROGRAM(S) DESCRIBED IN THIS PUBLICATION AT ANY TIME. 
 
 
 


