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Infiniflow Architectural Fundamentals 
 
The cornerstones of the Infiniflow architecture are technical concepts and functionality as follows:  

·  Component Re-use  
·  Model Driven Enterprise  
·  Autonomic Runtime  
·  Virtual Resource Market  

 
While these sophisticated capabilities underpin Infiniflow, it is important to recognize that 
Infiniflow delivers business benefit quickly and is easy to use - it simplifies:  

·  application capture  
·  application distribution  
·  application reliability  
·  application scalability  
·  application & infrastructure service management  

 
Component Re-Use 
 
Infiniflow is based on the premise that applications and systems are composites, made up of loosely 
coupled, re-usable components, often referred to as services. This allows developers to easily enhance 
applications by changing only one or two components rather than the whole stove-piped hard-wired 
application. It also allows developers to create a wide variety of applications without the need to duplicate 
effort building the common functionality that many applications share. 
 
All of the services in an Infiniflow environment (including fabric services, individual infrastructure services for 
a business system and business components) are defined as OSGi bundles. Infiniflow fully leverages the 
OSGi R4 component framework and Paremus is actively involved in the OSGi Enterprise Expert Group.  
 
OSGi infrastructure and business components may be dynamically deployed from a resilient Infiniflow 
Enterprise Software Component Repository into the Infiniflow runtime. To release new or updated 
functionality, developers simply release new OSGi components into the repository. These may then be used 
at anytime in runtime systems, simply by referencing these components in the System Description 
Document (SDD) and then activating it.  
 
Model Driven Enterprise 
 
Core to Infiniflow design philosophy is the distinction between system description and its instantiated runtime 
form. The runtime "form" of all "fabric enabled" composite business services are each linked to, and 
controlled by, their own unique system descriptions. Hence, Infiniflow delivers on the Model Driven 
Enterprise promise assembling the simplest to the most complex runtime composite business services from 
unique, self-auditing System Description Documents  (SDD). 
 
To make changes to the application or the infrastructure you simply change the SDD and create a new 
unique document. For example:  
 

·  To dynamically upgrade a component within a running system, simply change the component 
version referenced in the source SSD - Infiniflow will automatically roll the new version throughout 
the running system.  

·  To change a messaging, caching and/or transactional infrastructure component, simply change the 
relevant infrastructure components referenced in the appropriate SDD.  

 
To achieve this powerful functionality Infiniflow takes advantage of Service Component Architecture  
(SCA). All aspects of the business service and its associated infrastructure, including: business component 
runtime parameters, component versions, messaging subsystems, caching and transactional behaviors, are 
controlled by the SDD. 
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Infiniflow is Easy to Use  
 
The following diagrams demonstrate the relationship between the System Description 
Document  (SDD) and the corresponding runtime entity, and show how easy it is to manage 
Infiniflow-enabled composite applications. 
 
The following series of steps demonstrate all aspects of the lifecycle  of a composite application 
when used with Infiniflow: 
 
 

 

Step 1: Building a composite application  
A description of the desired composite 
application is defined in a Systems 
Description Document by a business analyst 
or developer (i.e. the SDD with a unique ID 
1.0). 
 
The document is initially in a "passive" state 
i.e. none of its components are running on 
the Infiniflow fabric. 
 
 

   
 

 

Step 2: Deploying and running a 
composite application across the fabric  
The one-click activation of SDD1.0 triggers 
a process of negotiation as Infiniflow 
gathers the required resources. The 
negotiation process continues until the 
required minimum number of compute 
resources have been secured.  
 
These resources download the relevant 
OSGi bundles and proceed to assemble the 
component functionality as described in the 
SDD1.0 description. Throughout this 
process no manual deployment to any 
compute resources is required; human 
intervention is minimized to simple 
document management. 
 
That's it - your composite application is 
now running on your Enterprise Service 

Fabric! 
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Step 3 demonstrates how easy it is to manage and evolve application functionality. 
 
 

 

Step 3a: Modifying the running 
composite application  
Modifying the structure or behavior of a 
running composite application is achieved 
by simply making the required component 
modifications to the SDD.  
 
Once completed the fabric automatically 
makes the required changes to the runtime 
entity. 
 

   
 

 

Step 3b: Rolling out updates to the 
composite application  
The roll out process automatically and 
gracefully retires old components that are 
modified or whose quantity have been 
reduced, and instantiates the new modified 
component in its place or changes the 
quantity of each component as required. 

 
That's it - your composite application has 

been updated! 
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Steps 4 to 5 explain how easy it is to add composite applications to the Service Fabric. 
 
 

 

Step 4: Introducing an additional 
composite application to the fabric.  
A new SDD is produced providing a 
description of the new composite 
application. This is saved to the enterprise 
software component repository and given a 
unique name of SDD2.0. 
 
The operator activates SDD2.0. 
 
 

   
 

 

Step 5: Deploying and running an 
additional composite application across 
the fabric  
The same process as was carried out in 
Step 2 is repeated again for the new 
composite application. This time, however, 
assuming the SLA of this new application is 
lower or identical to the original application, 
there are fewer compute resources on the 
Infiniflow fabric to negotiate with.  
 
Suitable compute resources self-assemble 
the desired functionality and, again without 
any human intervention beyond the one-
click activation of SDD2.0, the composite 
application is running across the fabric at 
the same time as the SDD1.x application. 
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We have seen how state change on the Infiniflow fabric is managed and controlled by the SDD. 
Step 6 shows how the fabric elegantly handles a resource failure. 
 
 

 

Step 6: Dealing with compute resource 
failure.  
Your two composite applications are running 
fine, then suddenly one of the compute 
resources fails.  
 
The Infiniflow monitoring service identifies 
that one of the running components has 
disappeared, in this case a blue triangle 
from SDD1.1. This sets off the negotiation 
process detailed in Step 2, aiming to restore 
the 'target state' detailed in the SDD1.1.  
 
The SDD1.1 composite application 
continues to run, albeit in a sub-optimal 
state. If there are no suitable resources 
available for running the blue triangle, then 
SDD1.1 continues in its sub-optimal state 
until an available resource is either identified 
or the application is stopped and 
decommissioned. 
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Steps 7 to 8 demonstrate that stopping, decommissioning and uninstalling composite applications 
is just as easy as deploying and running them. 
 
 

 

Step 7: De-commissioning a composite 
application.  
Once again, no human intervention beyond 
an SDD change is required in order to 
decommission and uninstall a composite 
application.  
 
Firstly the user de-activates the SDD, in this 
case SDD2.0, making it passive in the 
enterprise software component repository. 
 

   
 

 

Step 8: De-installing the "Stopped" 
composite application components.  
The Infiniflow fabric sees the run state 
change and stops the SDD2.0 composite 
application and returns the compute 
resources back to their original state where 
they are ready and available to be used by 
any new or existing composite application. 
 
 

 
Autonomic Runtime 
 
Infiniflow borrows heavily from Complex Adaptive System (CAS) design principles, where 
extensive studies in non-IT related topics (e.g. natural and political systems), has identified that 
there are common traits to all successful dynamic, autonomic systems. These traits include: loose 
coupling of simple components; tagging of components to enable reuse; and aggregation of these 
simple components within hierarchies at multiple levels to offer increasingly sophisticated 
behaviors. 
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Infiniflow has been designed from the ground-up with these key characteristics in mind and this 
has enabled Infiniflow to achieve advanced autonomic capabilities that maximize business agility 
and simplify management:  

·  Self-assembling  
·  Self-healing  
·  Self-managing  
·  Self-scaling  
·  Self-auditing  

 

 
The Infiniflow CAS Hierarchy 

 
With no single point of failure and no special frames of reference, Infiniflow boasts a truly 
distributed dynamic architecture, from command & control and management all the way through 
to business applications running on the fabric.  
 
The power of this architecture is realized not just in enhanced application availability but in the 
OPEX savings made by simplifying and automating many of the labor intensive operational tasks 
in enterprises and datacenters today  
 
Virtual Resource Market 
 
Dynamic provisioning has been realized by designing Infiniflow as a model-driven, agent-based 
architecture. This dynamic provisioning capability enables Infiniflow to offer advanced Virtual 
Resource Market behaviors that ensure the most efficient dynamic distribution of service 
components across the available compute resource. The Virtual Resource Market operates at 
many levels, from basic capability matching through to sophisticated 'price' based negotiations. 
 
For any market there needs to be supply and demand. In Infiniflow's world, supply is limited by 
the available compute resources and demand is created by the business application 
requirements. At the simplest level the capability negotiation includes metrics such as owner, 
chipset, operating system, memory capability or external 'gateway' functionality (e.g. database 
access). At the more sophisticated level once the base capabilities have been met, the suitable 
resources offer prices to the applications for running the required functionality for periods of time. 
 
This Virtual Resource Market capability offers huge benefits to the enterprise, the Service 
Provider and SaaS markets. Not only does it ensure the optimum use of resources to meet the 
application demands, it also provides the ability for owners of the physical infrastructure to 
'charge' on a usage basis providing cost efficiencies and savings for both provider and consumer. 
 


